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els improves R2 and, consequently,
power (note, however, that this con-
clusion may not hold for non-linear
relationships). For example, an ex-
periment with two treatment levels
at the extremes in natural variation
will have greater dispersion and thus
higher R2 and greater power than an
experiment with two or more treat-
ment levels at intermediate intensity
(assuming same total sample size;
Steury et al. 2002). Cottingham and
colleagues suggest that the power of
these two experimental designs
should be equivalent and that power
is not a function of the number of
treatment levels in either regression
or ANOVA; this conclusion is only
true if R2 is identical between exper-
iments. However, the number and
distribution of treatment levels (and
samples among those levels) cer-
tainly affect their dispersion, and
thus both R2 and power. Ecologists
should therefore carefully consider
the relationship between the distrib-
ution of treatment levels and both
precision (R2) and power when
designing experiments. 

However, precision and power
should not be the sole factors consid-
ered when selecting treatment lev-
els. As Cottingham et al. note, one
potential problem with regression is
its assumption of linearity between
dependent and independent vari-
ables. We agree that to address this
limitation, experimenters should
have replicates at each treatment
level, so that lack-of-fit tests can be
used to assess linearity. To perform a
lack-of-fit test, an experimenter
must have at least one more treat-
ment level than the number of para-
meters in their model (three for lin-
ear, four for quadratic, etc; Draper
and Smith 1998). Furthermore, the
power of the lack-of-fit test is a func-
tion of the number of replicates at
each treatment level, which influ-
ences the “within-treatment-level”
variance (Draper and Smith 1998).
Armed with this information and an
appreciation of the importance of
treatment levels to power, our sug-
gestions for treatment-level selec-
tion conflict with those proposed by

Regression versus ANOVA
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In their recent article in Frontiers,
Cottingham et al. (2005) argue
that regression-based experimental
designs (and analyses) are preferable
to those based on ANOVA because
of the greater inference gained from
regression. We agree completely
with the authors and commend them
for addressing this important issue.
Too often, ANOVA is used to ana-
lyze ecological experiments when
regression would be more advanta-
geous in terms of both inference and
statistical power. Further-more, ecol-
ogists commonly rely on experiments
with dichotomous treatment levels
when multiple-treatment-level exper-
iments (analyzed with regression)
would provide stronger inference
(Steury et al. 2002).

However, we contend that Cotting-
ham et al. (2005) overlook the fact
that the number and range of treat-
ment levels can influence R2 and thus
power in regression (and ANOVA)
and that, consequently, their recom-
mendations for treatment-level selec-
tion in experimental design are mis-
guided. When a treatment (indepen-
dent variable) is continuous and has a
proportional (linear) effect on the
response (dependent variable), the dis-
persion in the treatment levels influ-
ences the model R2, and thus the
power of both ANOVA and regression.
Specifically, R2 can be expressed as:

R2 = 1 – SSE
TSS

where SSE is the sum of squares due
to error (the dispersion in the
response variable that cannot be
accounted for by dispersion in the
treatment levels) and TSS is the
total sum of squares (total disper-
sion) in the response variable.
Increasing the dispersion in the
treatment levels used in an experi-
ment will also increase the disper-
sion in the measured response vari-
able (TSS); however, SSE remains
unchanged. Therefore, increasing
the dispersion in the treatment lev-

Cottingham et al. (2005). These
authors suggest that if the assump-
tion of linearity is likely to be
upheld, experimenters should choose
many treatment levels with few
replicates. We argue that if the rela-
tionship between treatment and
response variables is known to be
linear, having many treatment levels
is unnecessary, and one should put
all replicates in two treatment levels
at the extremes in natural variation.
This design maximizes R2 and power.
Of course, rarely does one know a
priori that a relationship will be lin-
ear. Alternatively, Cottingham and
colleagues argue that when the
assumption of linearity is likely to
fail, the chosen experimental design
should include few treatment levels,
each with many replicates. However,
while such a design may maximize
power in ANOVA, it may also pre-
clude fitting non-linear curves and
conducting lack-of-fit tests. In gen-
eral, to determine the best experi-
mental design we recommend that:
(1) the most parameterized model
that may describe the data be deter-
mined a priori; (2) the number of
treatment levels should be one
greater than the number of parame-
ters in that model in the experimen-
tal design; and (3) treatment levels
should be distributed in a manner
that maximizes dispersion, while
maintaining the ability to reveal
non-linear relationships (Draper and
Smith 1998; Steury et al. 2002).
Such designs should maximize power
of both regression and lack-of-fit
tests, and facilitate exploration of
non-linear fits. 

We agree with Cottingham et al.
that when independent variables are
continuous, regression-based experi-
mental designs and analyses are
preferable. However, we argue that
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the number of treatment levels and
their distribution have greater
importance in experimental design
than the authors suggest.
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Cottingham et al.’s (Front Ecol Environ
2005; 3: 145–52) recommendation
in favor of regression over analysis of
variance (ANOVA) left me with
serious concerns, because these are
two very different tools. Regression is
an estimation procedure and is a
wonderful tool if one wishes to
describe the relationship between
variables. Successful use of regression
for model development depends on
drawing a random sample of paired
observations from the population of
interest. Sokal and Rohlf (1995) pro-
vide a good summary of the uses of
regression analysis; Burnham and
Anderson (2002) give an excellent
overview of how to select the best
model. 

Analysis of variance, in contrast, is
a method for testing hypotheses. If
one wants to test a specific hypothe-
sis, then one should choose the num-
ber of treatment levels and replicates
appropriate for that specific hypothe-
sis (Sokal and Rohlf 1995; Petraitis
1998). Individuals, plots, etc, are ran-
domly assigned to fixed treatment
levels, which are controlled by the

experimenter. Treatment levels used
in an experiment are not randomly
drawn from all possible levels, which
underscores the distinction between
estimation and hypothesis testing.
Part of the problem is that Cotting-
ham et al. make two common mis-
takes in their attempt to compare the
merits of regression and ANOVA.
First, they assume that data collected
as part of an ANOVA can be used “as
is” in a regression analysis. In a sense,
they advocate pooling sources of
variation to increase degrees of free-
dom, and thus power. This is not cor-
rect, and is a form of sacrificial
pseudoreplication (Hurlbert 1984).
A regression analysis can be done
within an ANOVA, but only as a lin-
ear contrast that is nested within the
ANOVA (Sokal and Rohlf 1995;
Petraitis 1998). For example, a linear
regression within an ANOVA with
six treatment levels and 24 experi-
mental units (as in Cottingham et al.’s
Figure 1) has one and four degrees of
freedom, not one and 22. The power
of a linear regression done within an
ANOVA will be similar to the power
of a simple linear regression if done
correctly and matched with the cor-
rect degrees of freedom. Second,
Cottingham et al. incorrectly assume
that power of different designs can be
compared in a meaningful way.
Petraitis (1998) provides several
examples of how effect size, R2, and
power depend not only on the num-
ber of replicates, but also on the
number of treatment levels. 

More than 20 years ago, Hurlbert
(1984) lamented the lack of statisti-
cal sophistication among ecologists
and its effect on the field. Assuming
Cottingham, her two co-authors,
more than 12 acknowledged col-
leagues, at least two reviewers, and
an editor represent a sample ran-
domly drawn from the population of
well-trained ecologists in the US,
one might infer that not much has
changed.
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Cottingham et al. (Front Ecol Environ
2005; 3: 145–52) consider the choice
between discrete and quantitative
versions of an explanatory variable in
designing an experiment, and con-
clude that “regression [using a quanti-
tative predictor] is generally a more
powerful approach than ANOVA
[using a discrete predictor]”. Because
of the way they choose to specify the
alternative in their power calcula-
tions, however, their work amounts to
showing that, given two models that
“explain” the same amount of vari-
ability in the response, the one based
on fewer parameters is preferred – not
a very novel conclusion.

The point is that the two
approaches will not, in general, have
the same explanatory power. Depend-
ing on how linear the relationship is
between predictor and response, the
extra variability explained by the
ANOVA model may or may not be
enough to counterbalance the degrees
of freedom it uses up, compared to the
simpler regression model. One
approach is not inherently more pow-
erful than the other. These ideas are
discussed in many statistics textbooks
(eg Ramsey and Schafer 2002).
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We are pleased that our review (Front
Ecol Environ 2005; 3: 145–52) on
regression and ANOVA has generated
such spirited discussion regarding the
design of more effective ecological
experiments. We agree with Murtaugh
that our conclusions in favor of regres-
sion are “not … very novel” – they
should come as no surprise to statisti-
cally savvy ecologists, particularly
those weaned on newer textbooks,
such as Ramsey and Schafer (2002)
and Gotelli and Ellison (2004).
Unfortunately, the major points raised
in our review are not discussed in clas-
sic biostatistics texts (eg Sokal and
Rohlf 1995), and it is clear that not all
ecologists believe regression is appro-
priate for experimental data (see com-
ment by Petraitis).

Petraitis argues that regression is an
estimation procedure that cannot be
used to test hypotheses. There is no
theoretical or mathematical rational-
ization for this view. As explained in
our paper, regression and ANOVA
share the same underlying mathe-
matical framework (see Web-only
Appendix 1 of our paper) and differ
only in how they are applied. Either
approach can be used to test hypothe-
ses, as long as the treatment levels are
under the control of the investigator.
Petraitis also suggests that using
regression to analyze experimental
data involves “sacrificial pseudorepli-
cation”. As defined by Hurlbert
(1984), and clarified by Quinn and
Keough (2002), pseudoreplication
refers to the lack of independence
caused by subsampling experimental
units; we certainly do not advocate
this. Petraitis specifically contends
that we “[pool] sources of variation to
increase degrees of freedom and thus
power”. We show that this is not the

case in Table 2a of Web-only
Appendix 2; the extra degrees of free-
dom gained from replicate samples at
each level of X are appropriate in
testing for a linear effect when there
is no lack-of-fit (see also Draper and
Smith [1998] and the comment from
Steury and Murray above).

A common theme running through
all three comments is the use of R2

to generate power curves. Murtaugh
notes that regression and ANOVA
“will not in general have the same
explanatory power”. As explained in
our Web-only Appendix 2, nonlin-
earity in the relationship between X
and Y is captured by the lack-of-fit
sums-of-squares, which become part
of the error term in regression and
part of the model term in ANOVA.
R2 will therefore always be bigger for
ANOVA than for regression by an
amount proportional to this lack-of-
fit term (Table 2b). Of course, regres-
sion is not appropriate when the X–Y
relationship is not linear, which is
why regression is more powerful than
ANOVA only in situations when the
assumptions of both tests are met.
Steury and Murray, and Petraitis, cor-
rectly critique our claim that R2 for
regression designs does not depend
on the numbers of replicates and
treatment levels. Importantly, Steury
and Murray explain why this is the
case and provide additional recom-
mendations regarding the design of
replicated regression experiments in
different research situations. We en-
courage readers to study these recom-
mendations carefully. 

Clearly, the use of regression to ana-
lyze experimental data is a controver-
sial topic for some ecologists. This con-
troversy may stem from historical
biases in the field of ecology, which
have favored ANOVA in experimen-

tal studies. However, our review
demonstrates that regression is often
equally applicable, and in many cases
superior to ANOVA. Because the
printed text of our paper was written to
be readily accessible to all readers,
including those with little background
in statistics, many of the statistical
details supporting our recommenda-
tions appear online in the web-only
materials. Our critics may have missed
these. We therefore en-courage inter-
ested readers to read the web-only
appendices carefully and, most impor-
tantly, to decide for themselves what
statistical approach will be most appro-
priate for their research questions.
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